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ABSTRACT 
This paper provides a concise but comprehensive survey of all of SAS’s character functions and call routines, including the ones you 
never had time to investigate, and the new features that were documented in the “What’s New” notes you never had time to read properly. 

INTRODUCTION 
There are now over a hundred different character functions and call routines available in SAS. Many of them were added in SAS 9.1 or 
9.2. There have also been important enhancements to some more familiar functions, such as COMPRESS. 
 
For the purposes of this paper, character functions and call routines have been grouped into 26 different categories, one for each letter of 
the alphabet. I only had to cheat a little (though there is the occasional deviation from standard alphabetical order, in the interests of 
clarity). 

FUNCTIONS AND CALL ROUTINES 
A SAS function returns a single value, and can be used in an assignment statement. (In the case of SUBSTR, it can also be used on the 
left-hand side of an assignment statement.) 
 
A call routine cannot be used in an assignment statement, but it can return more than one value. 
 
As a rule, parameters to functions are passed by value, whereas parameters to call routines are passed by reference. This does not affect 
the syntax you use when specifying your parameters, but you should be aware that  passing by reference can be significantly more 
efficient if the parameters are large. So if one of the parameters you want to pass is a large array, and you have the choice of using a 
function or a call routine, then the call routine is likely to be the better choice. 

SOME COMMON PARAMETERS 
There are two parameters which are used in similar ways by a fair number of character functions (and often optional): 
Starting position. By default, processing of the target character string will begin with character 1 and work forwards. Many functions allow 
you to specify an alternative starting position, which can be either positive or negative e.g. “6” means start at position 6 and work 
forwards; “-6” means start at position 6 and work backwards. 
Modifiers. This is a string of letters, each with its own meaning, which may be specific to a particular function. However, there are some 
modifier letters which are used with similar meanings by a number of character functions. Among these are: 
‘i’ means ‘case insensitive’ 
‘l’ means ‘ignore leading spaces’ 
‘t’ means ‘trim’ – this affects all string parameters 
‘v’ reverses the sense of the command e.g. causes it to look for the characters that don’t match 
‘o’ means ‘compile once only’. You should specify this modifier (when available) if all parameters to the function are fixed for every 
iteration of your data step. It will improve efficiency. 

A IS FOR: “ANY” AND “NOT” FUNCTIONS 
There are 13 ANY functions and 13 NOT functions. Each of them deals with a particular category of character. The ANY functions look for 
characters that are in the category, and the NOT functions look for characters that are not in it. For example, ANYPUNCT returns the 
position of the first punctuation character in a given string, and NOTPUNCT returns the position of the first non-punctuation character. 
The character categories for which these functions are supplied are: 
 
Function name 
suffix 

Category of character checked 

ALNUM Alphanumerics 
ALPHA Alphabetic 
CNTRL Control 
DIGIT Digits 
FIRST Characters valid as first character of a SAS variable name with VALIDVARNAME=V7 i.e. A-Z, a-z and 

underscore.  
GRAPH Graphical charcters 
LOWER Lower case alphabetic 
NAME Characters valid in a SAS variable name with VALIDVARNAME=V7 i.e. A-Z, a-z, 0-9 and underscore. 
PRINT Printable characters 
PUNCT Punctuation 
SPACE White space characters 
UPPER Upper case alphabetic 
XDIGIT Hexadecimal digits 
 
Which characters fall into which categories depends, in principle, on the system options TRANTAB, ENCODING and LOCALE. In 
practice, common sense should prove a reliable guide. 
Each of these functions has an optional second parameter which is the starting position. This can be positive or negative, and works in 
the way described above. 



 
 

 

 

 

 
 
The results produced are: 

 

B IS FOR: BYTE 
The BYTE, RANK and COLLATE functions relate to the details of the character set in use – ASCII or EBCDIC. The BYTE function 
converts a character number to an actual character; the RANK function converts a character to the corresponding character number. 
(Beware! In some programming languages, there is a function called CHAR that performs one or other of these functions. SAS also has a 
function called CHAR, but it does something quite different – as we shall see later.) 

 
 
The COLLATE function returns a sequence of consecutive characters from the character set. It takes three parameters, of which only the 
first is obligatory; they are the start point, the end point, and the length. If no end point or length is specified, then the sequence runs right 
to the end of the character set (or for 255 characters, if that is fewer). The above example shows COLLATE being used in all three 
possible ways. The results are: 

 
(That’s the Icelandic letter “thorn” sneaking in there, just before the end.) 
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C IS FOR: CAT 
There are now five CAT functions, three of which are also available as call routines. They perform concatenation i.e. they append strings 
to one another. (The Latin word catena means “chain”.) Each of the functions (and call routines) can handle any number of arguments. 
Four of the five are straightforward: 

 
 

 
CAT simply concatenates the strings as they stand; CATS “strips” the strings first i.e. removes leading and trailing spaces; CATT “trims” 
the strings first i.e. removes trailing spaces; catx specifies a separator string as first parameter.  (In some cases, leading spaces in the 
output above are not shown, because of the behaviour of the PUT statement.) 
The fifth member of the cat family is CATQ, which handles quoted strings and was new in SAS 9.2. It has a “modifiers” parameter, which 
gives a lot of flexibility. Here are some illustrative examples. 
 

 
 

 
The first example exhibits the default behaviour: everything that needs quoting – because of leading/trailing spaces – is quoted using 
single quotes. The second example is similar, except that the “2” modifier specifies that double quotes are to be used instead. In the third 
example, “a” specifies that all input strings are to be quoted, “d” indicates that a delimiter string is being specified as the second 
parameter, and “s” specifies that leading and trailing spaces are to be stripped from each input string. Several other modifiers are 
supported. 

D IS FOR: DIFFERENCES 
SAS provides several functions and call routines for comparing character strings. 
 
COMPARE returns the position of the first difference between the strings 
SPEDIS returns the “spelling distance” between the strings 
COMPLEV returns the “Levenshtein distance” between them 
COMPGED returns the “General Edit distance” between them 
CALL COMPCOST allows you to redefine how the General Edit distance is to be calculated 
 
These functions are useful in such applications as fuzzy file merging and text mining. Other functions that mat be of interest in such 
contexts are SOUNDEX  (see  under “G”) and functions provided by Data Quality Server, such as DQMATCH (not covered in this paper). 

COMPARE 
COMPARE is the “ordinary” string comparison function. Essentially, the value returned is the first character position at which the two 
strings differ. The sign of the value is used to tell us which of the two comes first in a sorting sequence. There are optional modifiers to do 
with leading blanks, case insensitivity, quoted strings, and truncating to the shorter length; sometimes these options interact in interesting 
ways.  
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One simple example: 
  

 
 

 
 
The comparison is case-insensitive (‘i’) and ignores leading spaces (‘l’). The value returned is –8, the minus sign indicating that the first 
string comes first alphabetically. 

SPEDIS 
SPEDIS works by assigning a cost to each possible editing operation e.g. inserting/changing/appending/deleting a character. The total 
cost of editing the “query” word to change it into the “keyword” is then normalised, by dividing by the number of letters, to give the 
“spelling distance”. In this test program we recalculate the original “cost” figure for various pairs of strings: 
 

 
 
Typical output looks like this: 
 

 
 
The spelling distance used by SPEDIS is asymmetric e.g. the distance from Smithers to Smith is not the same as the distance from Smith 
to Smithers. 
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COMPLEV AND COMPGED 
COMPLEV and COMPGED do much the same thing as SPEDIS, but they do it a bit differently, and faster. 
 
COMPLEV calculates the Levenshtein edit distance, which is symmetric. COMPGED calculates the Generalised edit distance, which it is 
open to you to redefine if you wish (using the COMPCOST call routine, not demonstrated here). The definition COMPGED uses by 
default is asymmetric. For comparison, here are the same example strings as before, this time being processed by COMPLEV and 
COMPGED. 
 

 
 

 

E IS FOR:  ENUMERATION 
The functions COUNT, COUNTC and COUNTW all count how many times something of interest appears within a given character string. 
COUNT deals with substrings, COUNTC with single characters, and COUNTW with words. Each supports optional “starting position” and 
“modifiers” parameters. The COUNTW function is new in SAS 9.2, and supports a lot of modifiers allowing the term “word” to be refined in 
various ways. (What about numbers? What about hyphenated words? What about apostrophes e.g. in names like “O’Brien”?) Prior to 
SAS 9.2, counting words was quite difficult, and the best that could be done was an expression like 
 countc(strip(compbl(string)),' ')+(lengthn(string)>0) 
i.e. “compress multiple spaces, count the number of spaces that remain, and add 1 unless the string was empty”. 
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The documentation for COUNT warns that overlapping occurrences are liable to give “inconsistent results”, so don’t go doing things like: 
 x=count('mamamamamamamamamamamama','mama'); 
This could lead to tears before bedtime. 

G IS FOR: GLOSSAL 
(Don’t worry, F will be along in a minute.) GLOSSAL means ‘pertaining to the tongue, or language’. This is a reasonable category to 
contain the SOUNDEX function, which encodes character strings phonetically, and can be helpful in detecting words or names that sound 
the same.  
 
It is important to realise that the algorithm used is specifically tailored to the English language. SOUNDEX will not be as useful with words 
and names from other languages. (A variant of the SOUNDEX algorithm was developed to cope specifically with Jewish and Russian 
names, but this is far more complicated and not implemented in SAS).  
 
The SOUNDEX function applies the following encoding algorithm: 
Keep the first character but from the rest of the string drop any of the following: A, E, H, I, O, U, W, Y. 
Allocate the following numbers to the remaining letters as follows: 

B, F, P,V 1 
C,G,J,K,Q,S,X,Z 2 
D,T 3 
L 4 
M,N 5 
R 6 

If two consecutive characters have the same numeric value, only retain the first one. 
 
The following example shows the above rules in operation: 
 

 
 

 
The SOUNDEX function regards the three names in the first row as equivalent. Those in the second row would all be equivalent if it 
weren’t for the LL at the end of “Ridgewell” – recall that S, C, K and G are all in the ‘2’ group. Those in the third row are equivalent but for 
their initial letters. 

H IS FOR: HASHING 
If you want to make a hash of things, MD5 is the function for you. It can be useful when you want to check whether two long strings are 
the same e.g. to check whether a record has changed. It can also be used in conjunction with hash objects. 
MD5 is new in SAS 9.2. Regardless of the length of the input string, it returns a string of 32 characters, known as the “message digest”, 
which is “almost unique”. The message digest is likely to include non-printable characters, so HEX32. is a good format to use when 
displaying it.   
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I IS FOR: INDEX 
The index functions are for locating things within strings. INDEX looks for substrings, INDEXC looks for single characters, and INDEXW 
looks for words.  

 
 

 
 
Everything here is case-sensitive. Notice that INDEXC allows more than one search string to be specified, and returns the position of the 
first character of the text string that occurs in any of them – in this case the “o” of “Love”. By default, the only delimiter recognised by 
INDEXW is the space. An optional parameter allows the delimiters to be specified explicitly. 
Each of the INDEX functions has a corresponding FIND function, which can do more. 

F IS FOR: FIND 
The FIND, FINDC and FINDW functions are, essentially, the corresponding INDEX functions with the addition of optional “starting 
position” and “modifiers” parameters. If both of these optional parameters are specified, they can appear in either order. (Since one of 
them is numeric and the other character, this causes no confusion, except with FINDW which also has an optional “delimiters’ parameter.) 
The following example exercises some of the modifiers; each of the three functions has other modifiers available.  
FINDC cannot support multiple strings of search characters; other than that, there is nothing the INDEX functions can do that the FIND 
functions can’t. 
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The UC_POS example is a little perverse; the ‘l’ modifier specifies lower case characters, ‘s’ spaces and ‘p’ punctuation, but the ‘k’ 
modifier reverses the sense, so that the first non-matching character is returned i.e. the first upper case character. 
Note particularly the very useful ‘E’ modifier in the last example, which returns a word number rather than a character number. 
The text string used here, incidentally, is the title of a short story by Harlan Ellison, author of “Ellison Wonderland”. 

J IS FOR: JUSTIFICATION 
The LEFT and RIGHT functions both use the full width of the variable. 
TRIM and TRIMN both remove trailing spaces, but differ in their treatment of strings that contain only spaces, where TRIM returns a 
single space but TRIMN returns a null string. 
STRIP combines the functions of LEFT and TRIMN i.e. it removes both leading and trailing spaces. (To deal with embedded spaces, use 
COMPRESS or COMPBL – see under Z below.) 
The following example demonstrates all five justification functions. 
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It is important to realise that, if you assign the result of one of these functions to a variable, the length of the variable is not changed, so 
the value will be padded with trailing spaces if necessary to make it up to the defined length, as happens with STRIP2 in the example. 

K IS FOR: DBCS 
There is a whole family of functions for handling character strings that use the double-byte character set, provided in order to support 
Asian languages. The names of these functions mainly look like those of standard character functions, but with a prefix of “K” e.g. 
KCOMPRESS, KINDEX, KSUBSTR correspond to the single-byte character functions COMPRESS, INDEX, SUBSTR. In general, 
though, the DBCS functions do not incorporate the latest features of the corresponding standard functions e.g. since SAS 9.1, 
COMPRESS has supported a “modifiers” parameter, but KCOMPRESS does not.  

L IS FOR: LENGTH  
Since SAS 9.1 there have been four different LENGTH functions: 
The original LENGTH function returns the length of a character variable, excluding trailing blanks, and returning a length of 1 if the 
variable is missing. 
LENGTHC returns the length including trailing blanks. 
LENGTHN returns the length excluding trailing blanks, returning 0 for a blank string. 
LENGTHM returns the amount of memory (in bytes) allocated to the string. 

M IS FOR: MISSING AND COALESCEC 
The MISSING function tells whether a character string is missing or not. A string is regarded as missing if it has length zero, or contains 
only spaces. MISSING will also accept a numeric argument. 
COALESCEC accepts any number of character arguments, and returns the first non-missing one. There is a function called COALESCE 
that does the same thing with numeric arguments. 

 

 

N IS FOR: NAMES 
The NVALID function determines whether a character string would be valid as a SAS variable name. The NLITERAL function converts a 
character string to a SAS name literal (or n-literal), which may be valid as a SAS variable name even if the original string was not. The 
system option VALIDVARNAME is relevant to all this; it determines exactly what is to be considered valid as a variable name. Typically, 
you will only need to worry about such things when importing, from databases or spreadsheets, tables where the column names do not 
follow the normal SAS standards e.g. they may contain embedded spaces. 

O IS FOR: OPTING 
The CHOOSEC function returns the character string whose number you ask for. The number can be positive or negative, with the usual 
convention applying. There is a CHOOSEN function that does the same thing for numeric variables. 
For selecting a word within a single string, use SCAN. 
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P IS FOR: PATTERN MATCHING 
The family of PRX functions and call routines brings to SAS the power of Perl regular expressions, which are an industry standard. This 
enables text strings to be matched and validated, and even modified, in a wide variety of ways. For example, regular expressions could 
be defined which checked whether character strings were correctly-formatted postcodes or car registrations. The PRX family is so multi-
faceted and interesting that it deserves a paper all to itself, and the present author has in fact written such a paper – see References 
below. Many of the other SAS character functions behave in ways that suggest they may be using regular expressions behind the scenes. 
 
The RX functions are still available, but as from SAS 9.2 they are no longer documented and their use in new programs is deprecated. 
They used a completely different form of regular expression which was unique to SAS.  

Q IS FOR: QUOTING 
The QUOTE function puts double quotes around a string (taking appropriate action if the string already includes any double quotes). 
The DEQUOTE function removes the quotes from around a quoted string, whether the enclosing quotes are single or double, provided 
that the first character of the string is a quote. Anything after the quoted string is discarded. 
 

 

 
Several other functions also deal with quoted strings e.g. CATQ and the ‘q’ modifier in functions such as SCAN. 

R IS FOR: REPLICATION 
The REPEAT and REVERSE functions each do something very like what it says on the tin. Be aware that both of them will retain trailing 
spaces; remember also that when you repeat a string n times, you have n+1 copies of the string you started with. 

 

 

S IS FOR: SCAN 
SCANQ is still supported but from SAS 9.2 it is no longer documented, since the same result can be achieved using SCAN with the ‘q’ 
modifier. SCAN itself is available as either a function or a call routine. 
The basic function of SCAN is to return the nth word from a string – for example the first, or the third, or the last, or the penultimate. As 
usual, there are optional parameters and modifiers allowing you to redefine what you mean by a “word”. 
The example below shows: 
A negative number being used to specify counting backwards from the end, so “-2” specifies the penultimate word 
An explicit delimiter string preventing the “single quote” character from being treated as part of the first word 
Use of the “s” and “p” modifiers, specifying spaces and punctuation as delimiters, to achieve a similar effect. Numerous other modifiers 
are supported. 
In the SAS macro language, the %SCAN and %QSCAN functions from SAS V8 onwards support negative word numbers, and the 
optional specification of delimiters, but not modifiers.   
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T IS FOR: TRANSLATION 
There are three translation functions. TRANSLATE works on a character-by-character basis. In the example below, the output string has 
‘d’ everywhere the input string has ‘a’, ‘n’ everywhere the input string has ‘o’, etc.  
TRANWRD and TRANSTRN deal with substrings (not words, despite the name). In the example, the substring “the pla’ is replaced by ‘my 
notio’ wherever it occurs. The example with PLANVAR shows how not to do it – the variable has a length of 12, so it actually contains ‘the 
plan    ‘ with four trailing spaces. This string does not occur in the text, so no changes are made. 
TRANSTRN is identical with TRANWRD except when the final parameter is null. TRANSTRN allows matching substrings to be removed 
altogether, whereas TRANWRD with a null parameter would replace each matching substring with a space. 
The PRXCHANGE function allows text strings to be modified in other interesting ways. 

 

 

U IS FOR: UPCASE, LOWCASE, PROPCASE 
These functions simply convert a string to upper case, lower case or proper case.  
“Proper case” means mainly lower case, but with the first character of each word is in upper case. Using the PROPCASE function and 
then COMPRESS would give ‘camel case’. PROPCASE has an optional second parameter which allows the word delimiter(s) to be 
specified. 
The SAS macro language has %UPCASE and %QUPCASE functions, but nothing similar for lower case or proper case. 

V IS FOR: VERIFY 
LIke the INDEX functions, VERIFY is effectively superseded by the FIND functions. What it does is to verify that the text string does not 
include any invalid characters. 
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W IS FOR: WHICH AND WHETHER 
The WHICHC function is in the same line of country as CHOOSEC and SCAN. It compares the first string with each of the others in turn, 
returning the number of the first that matches. Was it Bill or was it Ben? 

 

 
It was Ben! 
Another function we can include here is IFC, which sets a character string to different values depending on a condition. This example 
uses the SYSPROD function to check whether SAS/Graph is licensed, and sets a string accordingly. 
Since the IFC function can be called from the macro language using %SYSFUNC, it is possible to test conditions in open code, which is a 
neat party trick. The last line of this example checks the licence, and either reports that all is well or runs Proc SETINIT to demonstrate 
that it isn’t. 
 

 
 
WHICHC and IFC have numeric equivalents WHICHN and IFN. 

X IS FOR: EXTRACTION 
The standard function for extracting substrings is SUBSTR. Its second parameter is a starting position, which is expected to be positive 
and not to exceed the length of the original string. Its third parameter, which is optional, is the length of the substring, which is not 
expected to extend beyond the end of the original string. 
If you are liable to be using parameters that SUBSTR would not expect, you should use SUBSTRN instead. SUBSTRN will quietly do the 
best it can, even if this means returning a null string, in situations where SUBSTR would give an error. 
SUBPAD allows excessive lengths to be specified, in response to which it will pad with spaces. 
CHAR selects a single character. It is equivalent to SUBSTR with the length set to 1. 
FIRST selects the first character. It is equivalent to SUBSTR with the position and length both set to 1. 
 
Uniquely among SAS character functions, SUBSTR can also appear on the left-hand side of an assignment statement. You cannot do 
this with SUBSTRN, SUBPAD, CHAR or FIRST. 
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Y IS FOR: YOUR OWN 
In SAS 9.2, Proc FCMP enables you to define your own SAS functions and call routines. This can include character functions. Once such 
routines have been defined in this way, they can be used in data steps, and in certain SAS procedures (including Proc SQL). Here is an 
example of a character call routine being defined in this way, and being used. 
 

 
 

 
The user-defined INTER call routine takes alternate characters from the two input parameters, adding any excess characters from the 
longer string at the end. 
A discussion of Proc FCMP syntax is beyond the scope of the present paper; for more information, please see under References below.  
Proc FCMP has been used to make many Microsoft Excel functions available in the SAS environment. 
Another SAS procedure, Proc PROTO, enables functions written in C or C++ to be made available in the SAS environment. The functions 
must already exist in the form of a .DLL file. 
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Z IS FOR: ZIPPING 
There are two functions for compressing text strings: COMPRESS and COMPBL. 
COMPBL compresses blanks. Any number of consecutive blanks is replaced by a single blank. 
Some people think that all COMPRESS can do is to remove all the blanks from a string. This is indeed its default behaviour, but it 
supports two optional parameters that broaden its repertoire considerably. 
The first optional parameter is a list of characters to be excluded.  
The second optional parameter is a “modifiers” string. The modifiers supported are numerous, and most of them are specific to 
COMPRESS. One of the most powerful is “k”, specifying “keep”, to reverse the normal behaviour of the function; others include ‘p’ for 
‘punctuation’, ‘s’ for ‘white space’, ‘u’ for upper case. Please refer to the SAS Institute documentation for a full list. 
If both optional parameters are specified, then both are applied, usually in an intuitively logical way. However, behaviour can seem 
surprising if the second parameter is explicitly specified as an empty string; this is treated as if it were a space character.  

 
 
B compresses all multiple spaces to a single space 
V removes all the (lower case) vowels 
K removes (only) the punctuation 
L removes the punctuation and all occurrences of the letter “i”. 
M removes the punctuation and the spaces (“p” and “s” modifiers) 
N does the same by specifying the “p” modifier and a null string (which is equivalent to a space) 
O keeps only the upper case characters 
P keeps only the upper case characters and the spaces 

CONCLUSION 
SAS character functions can probably do more for you than you realised. It’s worth keeping up to date.  
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